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I N T R O D U C T I O N

In this report we describe our method of creating 

annotation guidelines for potentially illegal hate 

speech and the empirical analysis of Twitter data. 

While no unified definition of hate speech exists, 

scientific research has to follow clear specifications 

when actual data instances are to be categorized. 

The usual approach is to describe an own definition 

which is often based on linguistic cues and sub- 

stantiated by examples. On the other hand, legal 

prosecution of severe cases follows different paths 

to make decisions with the entire contextual envi-

ronment taken into account. Therefore we can 

identify a gap of hate speech research directions to 
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real consequences of identified cases. Nevertheless, 

we can point out an article by the German Federal 

Agency for Civic Education where the phenomenon 

is also described by short text examples. In our 

research we aim to find a compromise approach 

and developed our understanding of hate speech

on the basis of laws and court rulings applied to 

example instances. Furthermore, in this report we 

outline our development steps and discuss several 

issues of the process. Finally, we provide our guide-

lines and introduce a small gold standard data set.
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HATE SPEECH

Let us first have a closer look at the 
interpretation of the concept of hate 
speech in research and jurisdiction 
before we present our approach.

M E T H O D S
TO  D E S C R I B E
H AT E  S P E E C H

In general, the task of hate speech detection is 

considered a binary short text classification task. 

Given a short text message, e.g. a Tweet, a system 

should predict whether the message contains hate 

speech or not. Thereby hate speech incorporates 

several types of hate which in some cases are 

analyzed separately as subcategories. For example, 

the Shared Task on the Identification of Offensive 

Language (Germeval Task 2, 2019 as published in 

Struß et al., 2019) considers besides a binary 

distinction also a fine-grained classification of 

offensive language into Profanity, Insult and Abuse. 

In their guidelines for the annotation of their data 

set the authors state that they base their decision 

for classification solely on the linguistic content of 

the message. They consider messages to belong to 

the category Insult when a person or group is 

W H AT  I S  H AT E  S P E E C H
I N  S C I E N T I F I C  R E S E A R C H ?
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directly insulted. In contrast, they annotated Abuse 

when a social identity is ascribed to a person that 

is judged negatively by a (perceived) majority of 

society. Profanity is annotated in cases where 

profane words are used, however, not directed at a 

person or a group. Finally, if none of the mentioned 

categories applies, the message is considered to be 

not offensive and the remainder class Other is 

annotated. As usual, the authors corroborate their 

categorization by mentioning examples. Based on 

these guidelines, the organizers of this shared task 

annotated a larger data set which is then provided 

to the research community. Systems should aim

to learn the classification using these data. Thereby 

we can assume that the concept of hate speech

here is defined based on examples.

(https://ww-

w.bpb.de/25239

6/was-ist-hate-s

peech) 
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W H AT  I S  H AT E  S P E E C H
AC C O R D I N G  TO  T H E  L A W ?

First it should be noted that the
jurisdiction is different for each country 
and no common definition exists for 
online hate. Additionally, the respective 
laws in general do not specifically list 
hate speech as a collective term.
We will now discuss possible regulations 
on the example of Germany.

In Germany a few laws can be related to expressions 

of hate speech. Thus, we will list the respective 

sections of the law which were mentioned as

violated in court decisions in order to outline how

the law protects from online hate and which type of 

expressions are considered to be illegal. According 

to the Criminal Code, the German StGB (available 

online), the following laws can typically occur in the 

context of hate speech:

• § 111 StGB Public incitement to commit offences  

   ("Öffentliche Aufforderung zu Straftaten"),

• § 130 StGB Incitement of masses ("Volksverhetzung"),

• § 185 StGB Insult ("Beleidigung"),

• § 186 StGB Malicious gossip ("üble Nachrede"),

• § 187 StGB Defamation ("Verleumdung"),

• § 241 StGB Threatening commission of serious 

   criminal offence ("Bedrohung").

While it certainly seems possible to think of messages 

which would fall into these categories, it often is not 

clear how the law is interpreted and when the individ-

ual laws are applicable given actual social media 

posts. Such circumstances vary from case to case and 

can only be followed based on judgements which take 

the entire contextual environment of the post into 

account.

Additionally, social media platforms have an obligation 

to report infringements. This is covered by the Act to 

Improve Enforcement of the Law in Social Networks 

or Network Enforcement Act, German "NetzDG" 

(available online: https://www.bmjv.de/Shared-

Docs/Gesetzgebungsverfahren/Doku-

mente/NetzDG_engl). It should however be noted that 

not all reported cases are necessarily illegal.

: www.gese-

tze-im-inter-

net.de/englis-

ch_stgb/englis-

ch_stgb.html
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H AT E  S P E E C H
I N  O U R  A P P R OAC H

To motivate annotation guidelines from the law it 

seemed suitable to analyze examples of applied law 

given in protocols of court rulings. As a starting point 

we began to search such protocols relevant with 

regard to hate speech in social media. Online justice 

portals of German courts are available which provide 

a search function. Unfortunately, these portals do not 

have a standardized structure. Also not all of them 

have the functionality to be able to search for the 

application of specific legal clauses or an advanced 

search function. We observed that finding relevant 

protocols is quite tedious as often no specific social 

media posts are mentioned or hidden in a very 

detailed description of the court decision. During our 

research, we scanned the justice portals of the four 

most populous German federal states: North Rhine- 

Westphalia, Bavaria, Baden-Wuerttemberg and Lower 

Saxony. Queries were most successful when searching 

for specific key words, e.g. "Beleidigung" (insult), or 

specific clauses from the Criminal Code as mentioned 

above. Subsequently, some of the results were 

manually extracted only if the judgment was related 

to hate speech and if there were full citations of social 

media postings given. Finally, we sort the extracted 

citations according to the respective clauses mentioned 

in the judgment. With this method we acquired eight 

examples of postings which were argued as being 

illegal in German courts of justice.

In a second step, we analyzed 
the research data set provided 

by the Shared Task on the 
Identification of Offensive 

Language (Germeval Task 2, 
2019 as published in Struß et 
al., 2019) with regard to the 
mentioned clauses from the 
Criminal Code. In a manual 

annotation process, we 
extracted 102 instances of 

potentially illegal hate speech 
from these examples.
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A N N OTAT I O N  G U I D E L I N E S
F O R  I L L E G A L  H AT E  S P E E C H

Following our endeavor to find examples of 

potentially illegal hate speech based on laws and 

court rulings, we decided to disregard section 241 

StGB Threatening commission of serious criminal 

offence ("Bedrohung") from our guidelines as the 

search did not provide many relevant results for 

this section. We assume that many of these cases 

rather occur in private messaging than in public 

social media. Additionally, we combined section 

186 Malicious gossip ("üble Nachrede") and 

section 187 StGB Defamation ("Verleumdung") 

since the destinction can only be made by taking 

into account what the potential offender knows, 

which is unknown in our case as we can only 

guess the context of social media posts.

As a result, we distinguish four subcategories of 

potentially illegal hate speech:

• (A) Public incitement to commit offences

("Öffentliche Aufforderung zu Straftaten"),

• (V) Incitement of masses ("Volksverhetzung"),

• (N) Malicious gossip ("üble Nachrede") /

Defamation ("Verleumdung") and

• (B) Insult ("Beleidigung").

Furthermore, the remaining messages which are 

not considered as hate speech are subcategorized 

using two different labels:

• (OL) Offensive Language and

• Other.

The labels are also ordered in terms of severity in 

line with potential damage to others. In particular, 

A is to be considered more severe that V, which

in turn is to be considered more severe than N, etc. 

A more detailed understanding of these labels is 

given in our annotation guidelines.

In addition, we provide a decision support schema 

as shown in the figure below. This schema is struc-

tured as a decision tree which can serve as a guiding 

tool during annotation. The guidelines are comple-

mented by mentioning the laws which they are 

based on as well as a set of examples for each label 

with short explanations for each case.

!

!

!
!

!

Abwertende bzw. verletzende
Aussage oder Schimpfwort in

der Nachricht?

Ist die Wertung zielgerichtet?

Wird zu einer rechtswidrigen
Tat aufgefordert?

Die Aussage richtet sich
gegen eine konkrete Person/
Gruppe oder fordert zu einer
Straftat auf à Hate Speech

Besteht eine negative Wertung
gegen bzw. aufgrund Zugehörigkeit

zu nationale, rassische, religiöse
oder durch ihre ethnische Herkunft

bestimmte Gruppe?

Wird die Person/Gruppe für
andere in ein schlechtes Licht

gerückt?

Beinhaltet die Nachricht eine
Beleidigung? 

Es wird keine konkrete
Person/Gruppe beleidigt

Ja, die Gruppe ist eindeutig
genannt

Ja, Unterstellung einer negativen
Eigenschaft, Behauptung ohne

Beweis; Ziel ist es Person/
Gruppe schlecht darzustellen/

entwürdigen

Ja, Person/Gruppe wird beleidigt,
z.B. Schimpfwort; negative

Nachricht meist direkt
adressiert

Ja, Tat und Aufforderung
kommen in der Nachricht vor

Other

OL

A

V

N

B

Ja Nein

Nein

Nein

Nicht
primär
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A N N OTAT I O N  E X P E R I M E N T S

We conducted several annotation rounds using our 

guidelines to refine them in an iterative process.

In general only text instances from Twitter were 

provided without any context. In the first rounds

of annotations we only annotated instances of 

offensive language internally. We marked cases 

which could be considered as potentially illegal hate 

speech. As a result we improved the guidelines by 

highlighting the differences of our labels.

In a second round, a data set for annotation was 

given to a group of 39 students who were generally 

not considered as experts in research on hate 

speech. In this experiment, 20 Tweets were to be 

annotated per student while always three students 

were given the same messages. This process 

resulted in a corpus of 260 Tweets with three 

annotations each. However, we observed that in 

several cases multiple labels were annotated per 

message or an invalid annotation was made, e.g.

by using undefined symbols such as question 

marks or not providing any annotation (in such 

cases we inserted the label Other). Additionally, 

three participants did not submit any annotations at 

all. Therefore, our resulting data set only consists

of 135 instances with three valid annotations each. 

We calculated Fleiss' kappa (Fleiss, 1971) on this 

entire data set (disregarding that we have 13 com-

pletely different groups) which results in a value of 

approximately 0.38 (considered as fair agreement 

according to Landis and Koch, 1977). In an attempt 

to complete the data set, we provided additional 

annotations for those instances where no submis-

sion was received. This leads to an updated data set 

of 171 instances with three valid annotations with a 

Fleiss' kappa value of approximately 0.44. Considering 

the necessary post-processing which artificially 

distorts the data set and rather low inter-annotator 
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agreement, we decided to not further use these 

annotations as a gold standard. However, several 

conclusions could be drawn from this experiment 

and the guidelines were refined. We further elabo-

rated on our understanding of when messages are 

considered to be targeted and included the above- 

mentioned decision support schema. Also, we 

assume that the annotation of these fine-grained 

categories is too difficult for non-experts.

Therefore, we conducted an additional annotation 

experiment in a group of five experts in the field of 

hate speech research. For this purpose we collected 

Twitter data using certain key words which can be 

used ambiguously (for hate or non-hate messages), 

for example, "Schwein" (pig) or "Polizei" (police). 

With this method we expect to find a variety of hate 

speech messages. A subset of 100 Tweets was 

annotated by each of the five experts. The resulting 

data set shows an inter-annotator agreement with

a Fleiss' kappa value of 0.50 (moderate agreement 

according to Landis and Koch, 1977). We also calcu-

lated the pairwise inter-rater reliabilities comparing 

the annotations of all pairs of annotators using 

Cohen's kappa and display the values in Table 1. 

The data shows an increasing amount of instances 

for each label as the severity of hate decreases.

We consciously pre-selected these examples

to mostly contain offensive language and hate.

We provide this data set upon motivated request

as a gold standard for our annotation guidelines. 

This data set can serve as a starting point for anno- 

tating hate speech to identify cases where illegal 

messages have to be reported to the authorities.

In future work we plan to expand this data set to 

create a corpus which can be used as training mate- 

rial for automatic hate speech detection systems.

Here the highest kappa value of 0.59 is measured 

in the agreement of annotators 2 and 3, which are 

the authors of the guidelines. Thus, we can follow 

that a more profound understanding of the concept 

leads to a higher agreement. Additionally, for each 

Tweet we select the label which the majority of 

annotators annotated. We list the resulting label 

frequencies in Table 2.

A5

A                     0
V                      6
N                    16
B                    19
OL                   31
Other                   28

Total                     100

Table 2: Label distribution in data set.

A1
A2
A3

0.30A4
15A

0.43
0.42
0.38

A1 A2 A3 A4

1

1 0.28 0.33 0.39
1 0.59 0.35

1 0.41

Table 1: Pairwise kappa values.
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